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* Cluster computing platform designed to be fast and general-purpose
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Apache Spark™ is a unified
analytics engine for large-scale
data processing.
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'Hadoop as a Data Source

Problem: Data is too large to download into memory

Workaround: Use a very small sample or download as much
data as possible

2850 H0|H =457

Spark as an Analysis Engine

Solution: Use sparklyr to access & analyze the data inside Spark.
Only bring results into R.

* Import

* Tidy

* Transform
* Model

Push compute

0 * Visualize

* Communicate

Collect results

Source : https://spark.rstudio.com/quides/data-lakes/

cloudera
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https://spark.rstudio.com/guides/data-lakes/

Data Science Toolchain with Spark + sparklyr

Understand
Import Tidy Transform Visualize Communicate

+ ExportanR + dplyrverb Transformer Collect data into + Collect data

DataFrame + Direct Spark function R for plotting intoR
+ Read afile SQL (DBI) + Share plots,
. Read existing + SDFfunction  wrangle Model documents,

Hive table (Scala API) + Spark MLlib and apps

| * H20 Extension

source : R for Data Science Grolemund & Wickham, https://github.com/rstudio/cheatsheets/raw/master/sparklyr.pdf



https://github.com/rstudio/cheatsheets/raw/master/sparklyr.pdf

Data
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Source : https://spark.rstudio.com/quides/data-lakes/
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dplyr

dplyr2 ROIM 22X Z HO|H MEZ|E St E7E N2
- select() to select columns

. filter() to filter rows

- arrange() to order rows

- mutate() to create new columns

- summarise() to aggregate

. group_by() to perform operations by group

dplyr= 2Z L|O|H et &4 GO &2
. 27 OO|E AAE AFRSHH dplyre BTt ¢



dplyr SQL backends

dplyr
T

dbplyr

0

dplyr SQL backend package”

0

DBI

0

DBI-compatible interface package

0

database driver or connector

0

database/engine

*optional



sparklyr 7| &

- Apache Sparks Ar&St7| 2ot wdei

OlE{I|O| A2 N|Z8b= R DYF| K| mome

- dplyr0| Spark& SQL backendE | s s

- WM .
X‘I re) sdf_js_streaming

sdf last_index . . . ... ... ... Sparklyr
- Apache Spark2| MLlib APl K| & | s pesen

sdf persist . . . ........... GraphX Streaming . Extensions

- Apache Spark2| DataFrames APl S o
QE XS (sdf xxx) . s colume

Rodiort 48 = soal

sdf sql. . ... e e
sdf_ with_unique_dd . . . .. ..............
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S AN =
Data Science in Spark with Sparklyr :: CHEAT SHEET

https://www.rstudio.com/resources/cheatsheets/
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Data Science in Spark with Sparklyr : : cHear susn“
intro Data Stence Toolcham with Spark + sparklyr Ming
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RO E E4F =2l (Distributing R Computations)
spark_apply()

17 trees_tbl < - sdf_copy_to(sc, trees, repartition - 3,overwrite-TRUL)
18

. spark_apply()= Spark 19 trees_tbl %3
20 spark_apply( function(e) head(e, 1))
7_I-II x-” (OI I:I|_|-I—_|I EE Spark 17711 (Top Level) < R Script <
Data Fra me) Oﬂ R %I-_)lk_ g &II _g_ Console  Terminal Jobs o ]

- spark 24| = LrE[4510] Z2{AH
MO == AlZ
- 7|2 TtE[E B4 =2 group_by
j

trees_tbl <- sdf_copy_to(sc, trees, repartition = 3 ,overwrite=TRUE)

trees_tbl %%
spark_apply(function(e) head(e, 1))

+ VvV VvV V¥V

OI_| _JI\_% Al._g_'c')' O:I A"%X Xl IC_)I Girth Height Volume
IOHE[M 'd 13 ™ 22
14 78 34.5

source : https://spark.rstudio.com/quides/distributed-r/



https://spark.rstudio.com/guides/distributed-r/

RDE EA = (Distributing R Computations)
spark_apply()

> iris_tbl %%

22 trees_tbl <  sdf_copy_to(sc, trees, repartition - 2,overwrite-TRUE) * SP""“ °PPW(“"°" 9" oup.. by = "Species”)
23 ¥ SO e spark . 2]
24  trees_tbl X Spec1es result
25 spark_apply( function(e) head(e, 1)) - <int>
26 versxcolor 50
22:1 (Top Level) * RS virginica 50
Console Terminal Jobs N setosa 50
> iris_tbl %%
> trees_tbl <- sdf_copy_to(sc, trees, repartition = 2, overwrite=TRUE) + spark_apply(
> + function(e) summary(lm(Petal_Length ~ Petal_Width, e))$r.squared,
> trees_tbl %% + names = "r.squared"”,
+ spark apply(functton(e) head(e, 1)) + group_by = "Species")
s < e: spark<?> | # Source: sparh 2
Gtrth Helght VOlume species " square d
lg ; ;2 ;g; versicolor 0 619
' ' virginica 0.104
setosa 09.110

source : https://spark.rstudio.com/quides/distributed-r/
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RELE 2t =

spark_apply()

oA (Distributing R Computations)

spark_apply(
iris_tbl,

names = c("term”,

>
+
+ function(e) broom::tidy(lm(Petal_Length ~ Petal_Width, e)),
+
+

" N ,',1” . 'vL ,-"l"
Species term

versicolor (Intercept)
versicolor Petal_Width
virginica (Intercept)
virginica Petal_Width
setosa (Intercept)
setosa Petal_Width

"estimate”,
group_by = "Species”)

X t

"std.error”,

"statistic”,

estimate std.error statistic p.value

0.284

6 28 9.48¢- 8
0.212 8.83 1.27¢-11
0.561 7.56 1.04¢- 9
0.275 2.36 2.25¢- 2
0.0600 22.1 7.68¢-27
0.224 2.44 1.86¢- 2

“p.value™),

source : https://spark.rstudio.com/quides/distributed-r/

cloudera

With spark_apply() you can use any R
package inside Spark. For instance, you can
use the broom package to create a tidy data
frame from linear regression output.

©.Cloudera, Inc: All rights reserved.” .~ 19
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Apache Spark2| MLlib & &

ml_ZE A[ASt= &=

# copy mtcars into spark
mtcars_tbl <- copy_to(sc, mtcars)

# transform our data set, and then partition into 'training', 'test'
partitions <- mtcars_tbl %%

filter(hp >= 100) %>%

mutate(cyl8 = cyl == 8) %%

sdf_partition(training = 0.5, test = 0.5, seed = 1099)

# fit a linear model to the training dataset
fit <- partitions$training %%

ml_linear_regression(response = "mpg", features = c("wt", "cyl"))
fit

source : https://github.com/rstudio/sparklyr

cloudera

## Formula: mpg ~ wt + cyl

##

## Coefficients:

## (Intercept) wt cyl
##  33.499452 -2.818463 -0.923187

summary(fit)

## Deviance Residuals:

## Min 1Q Median 3Q Max
## -1.752 -1.134 -0.499 1.296 2.282
##

## Coefficients:

## (Intercept) wt cyl
##  33.499452 -2.818463 -0.923187
##

## R-Squared: 0.8274
## Root Mean Squared Error: 1.422

©.Cloudera, Inc: All rights reserved.” .~ 20
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{FEFSE Tip

show_query() &2, collect= A& Al F2

> flights_tbl %%

+ filter(dest ¥in% c("SJC", "SFO")) %%

+ group_by(origin, dest) %% # using sparklyr'

+ summarise( s 0/~0,

) num_departures = n(). delays_sample <- flights_spark %>%

+ avg_dep_delay = mean(depdelay, na.rm = TRUE) select(dep_delay, arr_delay) %>%

+ ) % ; 0/~0

+ arrange(avg_dep_delay) %% na.omit() %>% .

+  show_query() sdf _sample(fraction = 0.05, replacement = FALSE) %>%
<SQL> collect()

SELECT “origin’, ‘"dest’, count(®) AS "num_departures , AVG( depdelay’)
AS "avg_dep_delay’

FROM " flights_p’ A2 2tE 2|9l collect SF7| FOf| E 25t
WHERE ( dest™ IN ("SJC", "SF0")) HO|EHEte 2 A MM E=X| 2ol =Ha

GROUP BY "origin , ‘dest’
ORDER BY "avg_dep_delay’

=l MO show_query 7| == AtE0H0] &

o

L{-E O

T ©
Hefshx| 20l

source : https://github.com/ianmcook/dplyr-examples/tree/master/five-tips

CIOUdera ©.Cloudera, Inc: All rights reserved.” 21
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Machine Learning vs Deep Learning
Sentimental Analysis for o=

Naive Bayes

Word2Vec + CNN  85.4% v
%2 37| G|0|H.
a 778 & 72 &7 M0 A = Machine Learning
& Of % Z=sta, @A Training Of B!

1. Nalve Bayes
2. Word2Vec + CNN

: Spark Deep learning A to Z, 42 &(Korea Spark User Group), 201709 2 EI&
- o778 8= Score EX. (by SXd (BT 4))
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Machine Learning vs Deep Learning
Multi class Text Classification for 2=

Multinomial Naive Bayes _ ﬁfgéifﬁ'ﬁf

1.

2. Count Vector + SVM Multinomial Naive Bayes  32.31%

3 TF-IDF + SYM Count Vector + SVM 17.28%
TF-IDF + SVM 51.21%

4. Word2Vec + CNN Word2Vec + CNN 59.00%

ojE 526 B 22
Z of2is LNl £ 2X2 TR} \/‘

ark Deep learning A to Z, 4235 (Korea Spark User Group), 201709 & &%
- AHEG|O|E} SSG.COM 1:1 1243 Ll CS Data, 138X%| %_’-Tar 24| (Top 1 XF7])

- Training Data : 1,649,41571




Machine Learning vs Deep Learning
Multi class Text Classification for o=

1.  Word2Vec + CNN (Batch Normalize + Augmentation) 72.30%
2. Word2Vec + LSTM 73.94%
3. Word2Vec + CNN + LSTM 72.97%
4. Word2Vec + Bidirectional GRU 74.36%
5. Word2Vec + Bidirectional GRU + Attention Network 73.15%
6. FastText 72.50%
7. Glove + LSTM (BigDL on Spark Cluster) 75.25%

=X : Spark Deep learning A to Z, Z2&(Korea Spark User Group), 201709 & &%

AH2G|O|E} : SSG.COM 1:1 D Z4-ZCH CS Data & 31X| &/ (top 1 XF7|) - 1024 22
- Training Data : 1,649,41571
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